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Abstract

Many research and industrial areas use computing clusters to obtain the desired level of performance for their
applications. In cluster environments, the CPU power is generally well provided but application performance can
be limited by the storage or network used. Even with high performance components, some applications take too
long time to finish their computation and they are very sensible to failures affecting the underlying systems. The
Grid computing was born from this need; the idea is to share available resources over the world in order to
provide more computing power as a secure and fault tolerant environment.

The Grid environments are in permanent evolution. The guaranteed provision of reliability, transparency and
Quality of Service (QoS) is an important demand from the users. In this context, a Service Level Agreement (SLA)
is a powerful instrument for describing all expectations and obligations within the business relationship between
service customer and service provider. However, there is a gap between requirements of a SLA-aware Grid
middleware and the capabilities of currently available service provider solutions.

The HPC4U project addresses the Grid computing infrastructure requirements by proposing a software-only
solution for a transparent and reliable cluster middleware. Using commodity servers, HPC4U aims to offer a
flexible, reliable infrastructure, capable of guaranteeing a negotiated quality of service through a Service Level
Agreement (SLA).

The project’s goal is to develop a software stack which answers to two main requirements:
The user will be able to plan application runs and will obtain results as agreed within the SLA negotiation,

The service providers will be able to optimize their resource usage while providing quality of service by
guaranteeing the availability and performance of the computing, storage and network resources.

In the case of a hardware or software failure, fault tolerance features such as checkpoints, snapshots or job
migration mechanisms allow the commitments made within the SLA agreement to be respected.

This paper presents the high level view of the HPC4U system and focus on the checkpointing and network
subsystem solution and how the application processes are migrated in case of failures affecting the resources
reserved for it.
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1 Introduction

Nowadays, many applications need significant computing power for long runtimes. Function of their scope, some
applications need a high performance computing environment being able to provide results in a specified
deadline, while others ask the possibility to use computing power where and when available so be able to resume
computation at a given time and restart it later from that point.

The Grid idea is born at the end of 90’s from the metacomputing projects raising these new challenges. A
software layer (i.e., the Grid middleware) provides an abstraction for resource sharing and collaboration across
multiple administrative domains. The main motivations were:

Increased productivity by reducing total cost of ownership
Any-type, anywhere, anytime services by/for all
Infrastructure for dynamic virtual organizations

Scalability and performance

Several implementations of Grids middleware are currently available. The Grid middleware allow users to connect
into the Grid and submit jobs for execution. Following the implemented policy and user requirements, the job is
then executed on one or more of the service providers connected to that Grid middleware.

Grid middleware characteristics are very important for the user point of view; the guaranteed provision of
reliability, transparency and Quality of Service (QoS) is an important demand. Commercial users will not use a
Grid system for computing business critical jobs, if it is operating on the best-effort approach only. The user must
be able to rely on getting the requested QoS level.

In this context, a Service Level Agreement (SLA) is a powerful instrument for describing all expectations and
obligations in the business relationship between service customer and service provider. At the layer of Grid
middleware many research activities already focus on integrating SLA functionality. However, there is a gap
between the requirements of an SLA-aware Grid middleware and the capabilities of currently available RMSs,
offering only best-effort service. Local RMSs provide their resources to Grid systems and execute jobs from Grid
users to these provided resources. Hence, SLAs guaranteed by the Grid middleware must be realized by local
RMS. However, if the local RMS operates at best-effort, Grid middleware can not assure specific service levels
like providing high level of fault tolerance or guaranteeing QoS characteristics.

The HPC4U project (Highly Predictable Cluster for Internet Grids)1 aims to increase the potential of Grids by
providing a software stack able to negotiate SLA between users and Grid middleware and to guarantee the
negotiated terms of the service. The project proposes an application-transparent and software-only solution of a
reliable Resource Management System. It will allow the Grid to negotiate on SLAs and ensure the adherence with
the negotiated terms by means of Fault Tolerance mechanisms at the provider site and administrative domain
levels. The HPC4U solution will act as an active Grid component, using available Grid resources for further
improving its level of Fault Tolerance.

The project is working on the realization of an SLA-aware Grid fabric which consists of multiple elements. The
Administrative Domain Controller (ADC) represents the top layer element. Connected to Grid infrastructure like
Grid broker systems or Grid enabled end-user, the ADC publishes the characteristics of local sites under its
control and allows the SLA negotiation between the Grid middleware and local RMSs. The acceptance or not of a
given SLA depends on the characteristics the local providers (i.e., local RMSs). The Resource Management
System is the central component at site level. It is responsible for managing the local cluster and serves as the
master interface to upper layer clients, e.g. local users connecting to the cluster system for submitting their jobs or
requests received from the ADC. The resource management system is responsible for only accepting jobs where
the SLA can be fulfilled in the current system condition. In particular, it is responsible for fulfilling all agreed SLAs
even in case of failures affecting the local resources. In such a case, the resource management system relies on
fault tolerance capabilities provided by the HPC4U subsystems: process checkpointing, storage snapshot and
virtualization, and network failover.

The HPC4U system architecture and overview of components role are described in section 2. The section 3 is
dedicated to the checkpointing subsystem while sections 4 and 5 are dedicated to the implementation of the
distributed checkpoint implementation and the section 6 is dedicated to the network solution. Section 7 concludes
the paper.
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1.1 System Architecture

The HPC4U project is working on the realization of an SLA-aware Grid fabric, which is consisting of multiple
elements. A resource management system represents the top layer element. It is responsible for managing the
cluster in general, as well as to serve as the master interface to upper layer clients, e.g. local users connecting to
the cluster system for submitting their jobs, or even some elements from the connected Grid infrastructure like
Grid broker systems or the Grid end-user. The resource management system is responsible for only accepting
jobs, where the SLA can be fulfilled in the current system condition. In particular it is responsible for fulfilling all
agreed SLAs, even in case of failures, e.g. resource outages.

In such a case, the resource management system relies on fault tolerance capabilities provided by the HPC4U
subsystems focusing on process checkpointing, storage snapshot and virtualization, and network failover. The
process checkpointing is a key factor for the success of the overall project, as it is the main component to ensure
that the application execution will be completed in due time. This completion is ensured by the capacity of
virtualizing the application and bringing mobility across the nodes of the cluster (and then across the Grid). This is
transparent to the application (i.e. it does not require change of code or recompilation).

In order to fulfil these achievements, the HPC4U project was divided into several steps (or workpackages),

The first step is the integration of all components of the HPC4U system, so that fault tolerance can be provided to
multiple node parallel applications. This has been achieved by integrating Scali MPI Connect and MetaCluster as
well as the checkpointing system with the RMS system. Moreover, the RMS system is taking care with the storage
system to maintain consistency between the checkpointed data and the job data, interfacing the Exanodes
Seanodes system representing the storage subsystem of HPC4U. Since neither the application does not have to
be modified or enhanced in any way, nor the user has to modify the execution of his application, the HPC4U
system is able to execute the job with checkpointing enabled, totally transparently to the user.

The second step was the enhancement of fault tolerance capabilities by introducing migration to other cluster
systems. Up to now, the system was limited on using cluster-internal resources for realizing fault tolerance. In fact,
this was significantly limiting the system’s capabilities in compensating the effect of a massive outage or the
outage of a single resource in situations of high system utilization. For the provider this made a trade-off between
maximizing resource utilization and fault tolerance level necessary. This second step increased the amount of
suitable backup resources, since the cluster system management can not only resume a job on internal cluster
resources, but also on compute resources located in remote cluster systems within the same administrative
domain.

The Figure 1 depicts the HPC4U system architecture (detailed description of this architecture can be found in
D1.5 deliverable) and the most important software interfaces between the major software components.
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Figure 1: HPC4U architecture overview
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2 Resource Management System and Migration

Typically, a resource management system (RMS) is responsible for the runtime management of a compute
cluster. Beside its scheduling and system management procedures, it also has mechanisms for detecting of and
reacting on failures, e.g. outages of compute nodes. In case of such an event, the means of an RMS depend on
the capabilities of its mechanisms. In the case of HPC4U, the RMS is able to generate transparent checkpoints of
running applications. Hence, neither the user has to know about the checkpointing capabilities, nor does he have
to change anything on the application itself or how it is actually invoked. The RMS can checkpoint the application
in the background, using it in case of resource outages for restart.

Even if this restart mechanism allows the RMS to restart the application, so that it does not have to restart from
scratch, the mechanism depends on the availability of spare resources, i.e. resources that are idle and can be
used for restarting the job checkpoint. In case of spare resource unavailability, the resource management system
would either have to cancel one of the running jobs, or the checkpointed job has to wait until spare resources are
available again.

Since the resource operator strives for utilizing his resources as best as possible, preferably having valuable SLA-
bound jobs, this reduces the number of free spare resources. Hence, the more the operator reaches his goal of
increasing system utilization with valuable SLA-bound jobs, the more he reduces the system’s options on reacting
on resource outages. Thus, by reaching his goal, he increases the general risk of violating SLAs due to the
general inability of applying fault tolerance mechanisms.

This results in the necessity of trading off between the two goals: system utilization on the one hand, and fault
tolerance respectively guaranteed service provision on the other. In this context, the system administrator can
introduce general buffer nodes that must not be used for SLA-bound jobs, but for best-effort jobs only. This way,
node outages effecting SLA-bound jobs can always compensated by suspending best-effort jobs running on spare
resources.

However, the approach of introducing spare nodes is static, generally reducing the overall system utilization, so
that resource operators may strive to setting the number of spare nodes as low as possible. Another approach in
handling resource outage situations in full-load scenarios is the introduction of cross-border job migration. Here,
jobs may not only be restarted on resources of the same cluster system, i.e. the cluster system where the job has
been originally executed and that is now affected by the resource outage, but also on other cluster systems. In the
scope of this workpackage in HPC4U, the restart of jobs on remote cluster systems within the same administrative
resource is to be realized. Hence, the migration press can be denoted as “inter-cluster, inner-domain”.

The main difference between inner-domain cross-border migration (i.e. the migration between two cluster systems
belonging to the same administrative domain) and inter-domain cross-border migration (i.e. the migration to
cluster systems outside the same administrative domain, e.g. other cluster resources within the Grid) is the
resource selection process. While there is no knowledge about cluster resources outside the same domain, the
administrator has full knowledge about the cluster resources within his own domain. This means that he can
statically configure dependencies between the cluster systems, e.g. specifying that clusters A, B, and C are
compatible to each other, therefore serving as backup resource and target for cross-border migration processes.
As a matter of fact, also questions on security, authorization, authentication, and accounting come into play when
moving to the inter-domain cross-border migration case. However, Grid systems like the Globus Toolkit offer
mechanisms for these questions, so that this is basically transparent for the central RMS services.

Hence, we will first focus on static configuration of cross-border migration procedures within the scope of this
workpackage of HPC4U. The cluster administrator has to configure manually, which clusters may migrate to which
other clusters, respectively which clusters accept incoming job requests from other clusters. Moreover he has to
ensure that the system environments of the configured cluster constellations are actually compatible. In particular
this means that all cluster systems are using the same software systems in the subsystem domain.

This chapter will first describe the modules of the CCS resource management system, in particular the newly
introduced CCS system daemons and services which are providing the functionality for cross-border migration
with inner-domain scope. After this introductory part, this chapter will highlight the configuration and the operation
of the actual cross-border migration at runtime.

2.1 Daemons of OpenCCS

The CCS resource management system is not a monolithic software product, but consists of a number of
independent daemons which are interacting over one to one communication channels. Each of the daemons has
its own specific tasks, either running on the front-end node of the cluster (or even one of the front-end nodes, if
multiple nodes are used as front-end) or the compute nodes. Basically, the operation of the daemons within the
CCSs form a finite automaton, described by a set of daemon internal statuses and a set of messages.
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At this place a short repetition of the internal structure of CCS is to be given. For details on communication
channels and CCS internals, please refer to the HPC4U deliverable D2.1 “Detection, Signaling, and Handling of
Resource Outages”.

Hardware

Figure 2: Daemons of CCS

A CCS island comprises of five modules (cf. Figure 2) which may be executed asynchronously on different hosts
to improve the response time of CCS.

The User Interface (Ul) provides a single access point to one or more systems via an X-window or a
command line based interface.

The Access Manager (AM) manages the user interfaces and is responsible for authentication,
authorization, and accounting.

The Planning Manager (PM) plans the user requests onto the machine.

The Machine Manager (MM) provides machine specific features like system partitioning, job controlling,
etc. The MM consists of three separate modules that execute asynchronously.

The Island Manager (IM) provides CCS internal name services and watchdog facilities to keep the island
in a stable condition.

The separation between the hardware independent PM and the system specific MM allows to encapsulate system
specific mapping heuristics in separate modules. With this approach, system specific requests (e. g. for 1/O-
nodes, specific partition topologies, or memory constraints) may be considered.

From the architectural point of view, everything below the MM is dealing with executing the job on the actual
hardware compute resource. For simplicity reasons, these additional daemons are not shown in the above figure.
Here, we have three further daemons:

The Session Manager (SM) is responsible for the execution of a job, supervising all nodes used for this
computation. Hence, the SM is not running on the compute nodes, but on the node.

The Node Session Manager (NSM) is a pendant to the Session Manager (SM). While the SM is
responsible to an entire job, which may use several nodes and runs on the node of the cluster system,
the NSM is responsible for steering the job on the compute node.

The Execution Manager (EM) is running on one or more of the compute nodes, responsible for executing
applications in the name of the user. Hence, it is mandatory that this daemon is running under the user’'s
priviledges.

SM and NSM are of particular importance, because both form the interface element between this compute node
and the front-end node, required for all communication and interaction.

The first daemon that has been introduced to CCS in the scope of HPC4U is the “Subsystem Controller”, called
SSC. For ensuring consistent fault tolerance, CCS has integrated subsystems dedicated to provision of services
on process (e.g. process checkpointing), storage (e.g. provision of storage), and network (e.g. support of
checkpointing of parallel applications). To ensure modularity in system design, the access to these subsystem
components has been encapsulated into this dedicated daemon.

Beside the SSC daemon itself, CCS also has an API for the SSC that can be used in arbitrary other daemons.
The SSC-API provides functions for high level tasks, e.g. the generation of a checkpoint or the rollback from a
snapshot. By using this API, modules can easily access functions of the SSC, without caring about
implementation details.
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Figure 3: Daemons for Subsystem Integration

Figure 3 depicts the general structure of the SSC in the CCS resource management system. The SSC as well as
the SSC-API are interfacing to the subsystems providing services on process, storage, and network. By
encapsulating these services, each component can be replaced by a third party product, without changing
anything on the SSC or any other CCS component. The services of the SSC daemon can be directly used by
other CCS daemons, either sending communication messages over the regular communication channels, or by
using the SSC-API, providing high level functions for specific commands.

Figure 4: Daemons for Cross-Border Migration

For the purpose of cross-border migration, two additional CCS daemons have been introduced, which will be
described in the following sections.

2.2 Migration Controller

Within the CCS architecture, the PM is responsible for planning the user’s job onto the machine. This means that
it has to generate a valid schedule that assigns available resources to existing requests. In cases of resource
outages the PM has to react on this new system condition. This means, the PM has to re-compute the current
schedule that complies to the new system situation, i.e. finding a schedule so that all service level agreements are
fulfilled. As outlined in the introduction of this chapter, the means of the PM on finding such a valid schedule are
limited by the number of suitable target resources that can be used for restarting the job from the latest
checkpointed state.

Having cross-border migration available, the PM is no longer limited to the cluster-internal resources, but is now
able to use resources available on remote cluster systems for resuming the job. For checking the availability of
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such resources, it can interact with the Migration Controller (MC). As depicted in Figure 4, the PM has a direct
communication channel to the MC.

For the PM all details on migration to other resources are transparent. The PM only knows that it is not possible to
resume the job on the local machine, so that it queries the MC to check for the possibility of migrating a specific
job to a target resource. Since it does not care about details, it does not know which mechanisms are used for this
migration process.

The Migration Controller (MC) hides all this migration complexity. Within the scope of HPC4U, the MC does only
know about inner-domain migration. However, within the scope of the upcoming workpackage 4, the MC will be
enhanced to also be able to migrate over the Grid. The migration controller can be configured, specifying which
migration opportunities exist and which policies should be applied. Hence, everything that is about migration is
encapsulated by this daemon. It solely receives a request from the PM asking to check for the opportunity for
migration to another cluster resource, then signalling back if this request can be fulfilled or not. The MC also
steers the migration process itself, as it will be described during this chapter.

2.3 Protocol Proxy

The migration process of a job to a remote cluster resource consists of a complex set of communication steps.
Since it is not a single cluster resource, but two distinct cluster systems, that are part of this migration process, the
communication between these cluster systems is not CCS-internal communication, but communication of CCS
with some external components. Even if the migration process directly goes from one CCS managed cluster
system to another CCS managed cluster system, the communication between these two CCS clusters is not
CCsS-internal.

Hence, the communication channels existing in CCS for information exchange between daemons cannot be used
for this purpose. Moreover, the migration process should be flexible to configure, so that the usage of arbitrary
external mechanisms for connecting both cluster systems should possible.

The Protocol Proxy is a daemon for the CCS system, targeted for interacting with arbitrary external systems.
CCs-internally it is connected with other daemons over the regular CCS communication channels, so that these
daemons are able to interact with arbitrary external systems using their normal message framework. Externally,
the PP is communicating with other systems using specific connection schemes and protocols. The PP has a
plugin-system, where communication protocols of remote software systems can be introduced. Hence, for adding
a communication link to an external software system to CCS only the PP has to be modified and enhanced.

In the scope of cross-border migration the PP is linked between the Migration Controller (MC) and the software
component that is actually linking remote cluster systems (this component will be described in the following
section). For the MC this architecture has two main advantages. First, the MC does not have to know about
details on how to interact with the linking element. Secondly, the linking element can be easily replaced by other
solutions, without the need of modifying any other component.

2.4 Center Resource Manager

The Center Resource Manager (CRM) is designed to be a virtual layer spreading above all cluster systems of a
single domain. At this, the CRM is a software component that is running on the front-end node of each cluster
system. On the one hand it is interconnected over the PP with the CCS resource management system running on
this cluster, on the other hand it is interconnected with other CRM instances, which are running on the front-end
nodes of other cluster systems.

The basic idea of the CRM is to provide a high level view on the existing infrastructure. It offers functions to
request for resources, just like every single CCS resource management system also does. If contacting the CRM
for requesting for resources, the CRM spreads this request to all connected CCS resource management systems.
It then analyzes all responses, combining them in a specific manner. If only one positive response was received
for one request, it only passes this response back as an answer. In case of multiple positive answers, it selects
one of the offers regarding the activated CRM policy.

For the migration purposes in HPC4U, the CRM allows the CCS resource management system to query for
resources with specific characteristics (e.g. number of nodes ...). The CRM queries other connected CCS islands
for such resources, returning a positive answer in case that at least one resource was found.

The CRM also offers high level functions for executing the migration process, i.e. actually executing the data
transfer of the checkpoint dataset from the source to the remote cluster system, as well as the transfer of the
result dataset back from the remote to the source cluster system. The detailed procedure of this migration process
will be described in more detail within a separate section within this chapter.
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2.5 Cross-Border Migration

The migration process consists of these major steps:

Search of migration target
Transfer of checkpoint dataset
Remote execution

Transfer of result dataset

Each of these steps again consists of number of separate steps, as now explained in the following. We assume
that a job has been started on a cluster system and has to be migrated to a remote cluster system due to a
resource outage. Therefore we are naming the cluster systems as “local” and “remote”.

Search of Migration Target

We start in a situation, where the PM is unable to find a valid schedule that adheres to the current system
situation, so that all SLA-bound jobs are fulfilled. Therefore the local PM sends a message to the local MC for
finding an external migration target (localPM  localMC: searchMigTarget). In the scope of the workpackage 3 of
HPCA4U, this local MC is only able to migrate over the CRM, therefore it is only connected to the PP for
communicating with the CRM. Hence, the local MC is sending a request to the local PP, searching for a migration
target over the CRM (locaIMC  localPP: searchMigTarget). At least, the PP forwards the request to the CRM
(localPP  localCRM: searchMigTarget). This entire process is depicted in Figure 5.
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Figure 5: Search for Migration Target

Since the CRM is spreading above multiple clusters, all operated with the CCS resource management system, the
request for a migration target is now distributed between the CRMs, each querying its own local CCS resource
management system. For this, the remote CRM contacts the remote PP (remCRM  remPP: searchMigTarget).

The remote PP is now contacting the remote AM and acts like any other user interface used for submitting new
jobs to the cluster system. This way it is able to submit a request according the content of the received
searchMigTarget request, e.g. requesting a specific number of nodes over a specific timeframe. Regarding to the
remote system condition, this request can be fulfilled or will be rejected, just like any other request would be
accepted or rejected.

However, in contrast to common job requests, the PP is not requesting for a regular reservation on the cluster
system, but only for a non-committed reservation. In contrast to a regular reservation, such a non-committed
reservation has a short validity. If the requestor does not commit such a non-committed reservation within this
timeframe, the resource management system automatically cancels the reservation, making the resources
available again for other resources.
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The CRM now collects all received non-committed reservation confirmations, selecting one of them according to
the specified policy. This reservation is now committed by the CRM (making it fixed), all other are canceled. Due
to the automatic cancelation of the non-committed requests by the RMS, these resources would not be blocked in
case of problems in the CRM element.

By confirming the commitment of the non-committed reservation, the remote PP transfers reservation details on
the remote cluster back to the CRM (e.g. the remote request ID). This ID is mandatory for referring to this specific
reservation at a later point of time. The local CRM now sends back an answer to the local PP, that the search has
been successful and that the migration can begin. Similar to the beginning of this procedure, this information is
transferred over the MC back to the PM, which is responsible for computing a valid schedule.

Having this information received, the PM now knows that it is possible to migrate the job in question to a remote
resource, so that it can be fulfilled according to all specified requirements. Hence, it can remove the job from the
local system schedule, setting its status to “preparing remote execution”.

Migration of Checkpoint Dataset

At this point of time, resources have been found and reserved for a job on the local cluster system. Before this job
can be resumed on resources of the remote cluster system, its checkpoint dataset has to be transferred to this
very remote cluster system.

The first step of this operation is a command from the PM to the SSC to generate a transferrable checkpoint
dataset file and to copy it to a given place in the filesystem (localPM localSSC: packData). Once this operation
is finished, the local SSC signals back to the local PM “packing done”.

Having the checkpoint dataset available at a given position in the filesystem, the local PM can now signal that the
checkpoint dataset transfer can be initiated. Again, the local PM contacts the local MC, which in turn signals to the
local PP, which finally passes the signal to the local CRM.

Having the filename of the transferrable checkpoint dataset as part of the received message, the local CRM can
now start a data transfer to the remote CRM, running on the cluster system that agreed to resume the job. Having
the checkpoint dataset available at the remote site, the remote CRM informs the remote PP about this, which is
signaling the remote SSC to unpack the checkpoint dataset. This remote SSC is now able to check if the
checkpoint dataset is valid, or if data has been corrupted or is missing. If everything is correct, the SSC signals
back to the remote PP that “unpack done”, which is returned from the remote PP to the remote CRM: “unpack
done”.

For the remote CRM the transfer has been successfully finished with this. The remote CRM signals back “transfer
done” to the local CRM, which forward this signal to the local PP, forwarding it to the local MC, finally forwarding it
to the local PM. The local PM now knows that the checkpoint dataset has been received by the remote cluster
system and that the remote cluster system is able to resume from it. Therefore the local PM adjusts the status of
the job to “remote execution”.

Remote Execution

In this phase there is no interaction between the cluster systems necessary. The remote cluster system has all
data available which is necessary for resuming and completing the job. Hence, it will use the regular mechanisms
of CCS for executing new checkpoint datasets and to monitor the used compute environment.

Once the execution has been completed successfully, the regular next step would be to start a stageout of result
data into the user specified directory. Since in this case the execution did not take place on the cluster system that
has been used for job submission, the system must not execute a regular stageout. Instead, it has to execute a
modified stageout, which puts the result data into a specific transfer directory. This is the first step, executed in the
next step.

Migration of Result Data

The remote PM knows about the special status of the migrated job. Hence, it does not handle this job like any
other job, but executes functions necessary for migration back all result data, i.e. the data that has been
computed by the job. Since the user always has to specify a stageout-filter, defining which data should be
transferred back after job completion, this stageout-filter can be used here.

As a first step, the remote PM signals to the remote SSC to pack all result data. For this, the SSC applies all rules
defined in the stageout-filter, compiling a single tarball that concludes all data that should be staged out. It is
exactly the same data that would have been directly copied to the user-specified directory in case of a regular job.
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However, solely returning stageout data is not yet sufficient. Beside the pure job results, the user is also
interested in the standard output (stdout) respectively the standard error output (stderr) of his job. For getting
information about the execution of his job, the user moreover is interested in the user logdfile, where all activities of
the resource management system are logged, that refer to his job.

Hence, the SSC does not only add all stageout-filter data to this tarball, but also the generated stdout and stderr
files as well as the userlog file that has been generated by the remote resource management system.

Once the remote SSC finished creating the result dataset tarball, it signals back to the remote PM that the packing
is done.

Similar to the migration of the checkpoint dataset, the data transfer capabilities of the CRM are again used for
migrating the result dataset from the remote cluster system back to the local cluster system. For this, the remote
PM signals “transferResults” to the remote MC, which in turns signals “transferResults” to the remote PP, which at
least forwards the signal to the remote CRM?

The CRM now uses its data transfer mechanisms for transferring the result dataset to the source cluster system.
Once this is done, the remote CRM signals to the local CRM that the transfer has been completed, thus finishing
all remote activities regarding this migrated job. All further activities are only restricted to the local cluster system.
Hence, the remote CRM can cleanup the remote environment, removing all saved data of the migrated job.

The local CRM now informs the local PP that the result dataset of the migrated job has arrived. The local PP now
signals to the local SSC that the result dataset can be unpacked. At this, the local SSC appends the content of the
unpacked stdout, stderr, and userlog files to the existing local versions of these files, which are currently at the
same state as at time of migration. This way, the stdout and stderr files at the local cluster system do have the
same content as if the application would have been executed at the local system without any migration. Likewise,
the userlog has the same information like in the case of local execution only.

After this unpacking has finished, the local SSC starts a modified stageout procedure. Here, the data from the
result dataset is used for copying it to the stageout directory that has been specified by the user. This ensures that
the user finds his result data at the location that he specified, not noticing any difference between remote at the
local cluster system or execution after migration on some remote cluster.

After the SSC finished its modified stageout procedure, it signals to the PP that the extraction of result dataset has
been completed. Moreover, it signals to the local PM that the stageout has been completed successfully. Now, the
local PM can cleanup the local environment, finishing the execution of the job just like in the case of any other
regular job, too.
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3 Checkpointing subsystem

3.1 Requirements

Given the cluster environment, the HPC4U project wants to be able to execute on the same cluster several
applications needing different quality of service attributes and to migrate them in case of failures affecting the
cluster resources. In terms of checkpoint needs, this means that the checkpointing subsystem must provide the
ability to checkpoint and then restart on the same or on other nodes the processes for each instance of a
distributed application.

3.2 Proposed solution
In order to respect the modular architecture of the HPC4U system and to be able to integrate several solutions
without any changes in the upper layers, the checkpoint subsystem relies on MetaCluster HPC developed by IBM.

Moreover, the checkpoint subsystem interacts with the MPI fault tolerance (Scali MPI Connect of Scali AS) to
provide fault tolerance capability to the MPI distributed applications, and is managed by the RMS. Therefore, the
intelligence for decision-making about when and where the jobs should be stopped and restarted is managed by
the RMS.

More information about SLA and job migration is available in (http:/preview.tinyurl.com/yvzeqj)
Dominic Battré, Matthias Hovestadt, Odej Kao, Axel Keller, Kerstin Voss

Transparent Cross-Border Migration of Parallel Multi Node Applications

In: The 7th Cracow Grid Workshop, Academic Computer Center CYFRONET AGH, 2007

See also: http://www.cyfronet.pl/cqw07 www.cyfronet.pl/cgw07

3.2.1 Checkpointing technology

MetaCluster HPC offers the first generic checkpoint for high performance applications with a broad scope of
applicability, and:

Captures the full context (resources, process hierarchies, states) of the application’s memory, signals,
the inter-process communication (IPC) pipes, semaphores and shared memory, as well as open files and
TCP/IP sockets. Additional files can be included in the checkpoint, by setting the appropriate information
in the configuration file, respectively.

Interacts at binary level only, hence no source code changes, no recompilation or linking at application
level

Supports multi-process and multithreaded applications
Supports dynamically and statically linked applications

Handles sequential (single processor or SMP) applications, legacy, off-the-shelf & custom applications
support and MPI-applications. For the latter, the coordinated protocol is used to deliver consistent
checkpoint across multiple nodes.

MetaCluster HPC key features are:

- Scalable, modular architecture: backplane with plug-in modules
- Application virtualization layer
- User-level, non-intrusive, Checkpoint & Restart technology
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Figure 2 MetaCluster agent technology

Scalable, modular architecture: backplane with plug- in modules

MetaCluster core technology architecture relies on a scalable backplane and plug-in modules. Its agent
technology was designed to mostly run in user space providing a flexible framework for future developments and
custom integration. Small kernel modules are loaded dynamically. They are used to store the entire context
needed by the virtualization layer, to synchronize processes and threads during checkpoint and restart (through a
patented quasi-synchronous holistic checkpoint algorithm) and to access kernel private information.

MetaCluster core technology has been architected around modules. As shown in in Figure 2, these modules are
packaged at user level in the “mcr” module. The “mcr” module implements commands such as: “mcr-execute”
which launches an application, “mcr-checkpoint” and “mcr-restart” to checkpoint and restart applications,
respectively.

Application virtualization layer & application cont ainers

The second key feature of MetaCluster agent technology is the virtualization layer, which decouples the
application from its underlying infrastructure and encapsulates it in a light weight way. This is achieved through
two main functions:

Structure Monitoring: the virtualization layer dynamically monitors the creation and deletion of system
resources used by the applications and maintains a real-time view of the application structure; this
enables MetaCluster to have an accurate and up-to-date definition of each application, from the system
resource standpoint;

Resource virtualization: within each session, machine-dependent resources are substituted dynamically
by MetaCluster-provided resource. This principle is denoted as “virtual bubble”. By abstracting from
machine-dependent resources, the application is only aware of the virtual resources within the virtual
bubble. In case of a migration to a new resource, the application does not detect the change of the
hardware environment. Hence, the resource virtualization by means of a virtual bubble is the prerequisite
for enabling a relocation of a running application to another machine, The virtual bubble virtualizes
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numerous resources, e.g. process IDs, thread IDs, System V inter process communications (IPC) and IP
addresses.

User-level, non-intrusive, checkpoint and restartt  echnology

In this section, the third key feature of MetaCluster core technology is explained: holistic checkpoint and restart
(C&R) mechanism. The C&R capabilities for sequential applications are explained at the beginning of this section,
in the first two paragraphs below. They are followed by the description of distributed applications (MPI-
applications) C&R, at the end of this section.

Holistic, non-intrusive checkpoint

The MetaCluster core technology checkpoint captures the full context (resources, process hierarchies, states) of
the application’s memory and signals, as well as inter-process communication (IPC) such as pipes, semaphores
and shared memory. It captures as well the open files and TCP/IP sockets. Additional files can be included in the
checkpoint, by setting the appropriate information in the configuration file, respectively. Moreover, it interacts at
binary level only, hence no source code changes, no recompilation or linking at application level is necessary.
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Figure 3 MetaCluster checkpoint and restart

This technology supports multi-process and multithreaded applications, socket re-establishment, private stacks,
shared and static libraries. It preserves process hierarchy, including processes launched with “fork” and “exec”
commands, and as well other features such as alarms and timers or accounting commands (for monitoring).

Therefore, the scope of applicability covers legacy, off-the-shelf as well as custom applications.

The MetaCluster core technology checkpoint is storage topology/technology agnostic. Moreover, it handles
sequential (single processor or SMP) applications with application migration on another node, for sequential
applications, and MPI-applications (distributed applications: a coordinated protocol is used to deliver consistent
checkpoint across multiple nodes). For these distributed applications, it handles application migration on another
node as well as migration of one node only.

Application restart

MetaCluster core technology rebuilds the original running application by restarting it from the saved checkpoint.
The restart mechanism is invoked in two cases: in the first case, an application has periodic checkpoint enabled.
The application fails and then continues from the most recent checkpoint on another compute node. In the second
case, an application is migrated in real-time from one compute node to another. In the later case, the checkpoint
is generated just before the migration is initiated and the restart is almost instantaneous. MetaCluster ensures
process state consistency and data integrity when restarting an application as shown in Figure 3.
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Checkpoint and Restart sequence of steps

As an application is started under MetaCluster HPC , several processes and threads are running according to its
defined hierarchy of dependencies. To prepare for checkpoint execution, a synchronization barrier is initiated. As
different processes utilize different system resources and have unique dependencies, the synchronization barrier
is accomplished in an asynchronous mode. Each process will take varying length of time to enter the
synchronization barrier. When all processes pertaining to the application have entered the synchronization barrier,
the application is practically stopped and the checkpoint operation is started, in a synchronous mode. After
completing the checkpoint operation, the application is unfrozen and continues to run until completion, as shown
in Figure 4.

“mcr” codeSynchronizationBarrier is initiated(asynchronous process)App. codeCheckpoint Is initiatedApp. is
stopped(synchronous process)Process is dyingUnfreeze app.(asynchronous process)

Figure 4 MetaCluster checkpoint execution steps

3.2.2 Coordinated Checkpoint and Restart for MPI-ap  plications

Message Passing Interface (MPI) protocol is widely used in high performance computing clusters to distribute
compute intensive applications over large number of nodes, in order to reduce the duration of job completion.

Given the emerging complexity of compute intensive applications, the cluster and grid compute infrastructures are
scaling proportionally, hence the increased likelihood of MPI-applications that will not complete successfully
because of network failures as well as node or process failures.

To eliminate disruptions and allow MPI-applications to complete even in the event of failure, a transparent, user-
level, coordinated checkpoint and restart capability has been implemented in MetaCluster HPC. All processes
coordinate their checkpoint such that globally, the system state is coherent. The coordinated checkpoint has the
advantage of negligible overhead (particularly in fault-free executions), in comparison with an uncoordinated
approach. The synchronization cost only occurs at the time of executing a checkpoint or a restart.



This capability improves the robustness of MPIl-applications and enables them to recover from repeated failures
and continue until they are successfully completed. A significant benefit of implementing at the user-level
(middleware level) checkpoint and restart capability, is that additional support mechanisms to withstand
environment failures are no longer required. The enterprise grade solution from IBM, is the starting point for
further implementation of fault tolerant solutions, rollback recovery, playback debugging, process migration and
stateful job swapping.

MPI-application protection

The MPI-application (or job) is started under MetaCluster HPC. All nodes associated with the MPI-application are
simultaneously checkpointed. Checkpoints from each node are then consolidated and saved on shared storage,
as shown in Figure 5 below. The checkpoint can be initiated manually or automatically, through periodic
checkpoint settings. After restarting the MPI-application, the initial set of compute nodes are free to be used by
other jobs.

Figure 5 MPI-application protection using coordinate d Checkpoint & Restart

MetaCluster HPC supports TCP/IP based interconnects. Moreover, thanks to the implementation of the
Coordinated Checkpoint Protocol presented below, MetaCluster HPC can as well support low latency interconnect
such as Myrinet, Infiniband and Quadrics.

In HPC4U, The Cooperative Checkpoint Protocol has been implemented with Scali MPI Connect thus allowing
support of SCI Super Socket, Myrinet and Infiniband checkpoint and restart.



4 Interface between the checkpointing and the netwo rk
subsystems: The Cooperative Checkpoint Protocol

The interface between the checkpointing and the network subsystems is required for the case of multiple node
jobs. In the case of the HPC4U system, the networking subsystem is based on Scali MPI Connect (SMC), which
complies with the Cooperative Checkpoint Protocol (CCP). CCP is provided by MetaCluster at the level of the
checkpointing subsystem. Hence, MetaCluster can transparently checkpoint MPI applications over SMC.

4.1 Overview

The checkpointing subsystem is used to checkpoint the network subsystem. When the network subsystem is
checkpointed, it is mandatory to save the state of its connections, so that those connections may be restored. This
is especially important because any lost message will lead to a failure of the network subsystem.

If the network subsystem uses TCP/IP, it is possible to save and restore the state of the TCP/IP stack that is
located in the Linux kernel. But as the network subsystem uses a specific interconnect and bypasses TCP/IP, the
checkpointing subsystem can neither save nor restore the state of the interconnect, so that checkpointing is not
possible.

In order to checkpoint the network subsystem even if it uses a specific (non TCP/IP based) interconnect, the
checkpointing subsystem needs the network subsystem to cooperate. First, the network subsystem must flush
any pending messages before being checkpointed in order to ensure that the process checkpoint will be
consistent with the network checkpoint. At resume time, the Network Subsystem must restore its connections
based on the generated network checkpoint. This way, the resumed application will find the same network
situation as on checkpoint time.

The interface defines how the network subsystem and the checkpointing subsystem cooperate in order to perform
consistent checkpoints independent of the interconnect used by the network subsystem.

4.2 Presentation

The networking subsystem and the checkpointing subsystem have to communicate to perform cooperative
checkpoint and restart. But the way this communication is done depends a lot on the checkpointing subsystem
implementation. In order to abstract from the implementation of the checkpointing subsystem, the networking
subsystem will communicate with the checkpointing subsystem through a library provided with the checkpointing
subsystem. This library is called the Cooperative Checkpoint Library.

4.3 Interaction between the Networking and the Chec  kpointing Subsystems

The interaction between the Checkpointing Subsystem and the Networking subsystem is required in the case of
multiple node jobs. In such case, the interaction occurs on each node.

Initialisation

In Figure 6 we present the communication scenario used by the networking and the checkpointing Subsystems to
initiate a job. The networking subsystem notifies the checkpointing subsystem that it is ready to initiate a job (and
tells which signal it will be expecting from the checkpointing subsystem to get ready for a checkpoint).



Figure 6: Initialisation of the Job
Checkpointing

In Figure 7 we present the communication scenario used by the networking and the checkpointing Subsystems to
checkpoint a job.

Figure 7: Checkpointing of the Job
Restarting

In Figure 8 we present the communication scenario used by the networking and the checkpointing subsystems to
restart a job.

Figure 8: Restarting of the Job



5 Implementation of the distributed, cooperative ch eckpoint
restart protocol in Scali MPI Connect

5.1 The Basics

5.1.1 Scali MPI Connect — High-level view on a runn ing application

The figure below illustrates the main architecture of a running MPI application using Scali
MPI Connect:

Figure 1: An MPI-based parallel application running under Scali MPI Connect

The application code itself (“application ") is linked together with functions from the Scali
MPI Connect library (“libmpi.so ”). That unit constitutes one of the parallel processes
executing the work of a running job. The running processes in every processing node are
started by an independent Scali MPI Connect process (“mpisubmon ”), which
subsequently provides local MPI monitoring services.

Each “mpisubmon” process, in turn, is started from a single top process from which the
entire parallel job is initially submitted (“mpimon ”). The top process ‘mpimon’ will
thereafter communicate with and monitor all ‘mpisubmon’ processes running under it.

The “application” has direct access to files located on a shared or private file system, but
it communicates with other running processes through the MPI functions implemented in
“libmpi.so”, which establish and control the “MPI fabric” using the HPC interconnect
available infrastructure in the environment.

5.1.2 Controlling Checkpoint/Restart — the “checkpo int/restart” client

In order to use the checkpoint/restart feature, two additional components are needed in
the architecture, as illustrated below:



Figure 2: The MPI architecture including additional Checkpoint/Restart components

The “CP/R.so” library is a plugin component. Currently, Scali MPI Connect support
Meiosys MDCR and Berkeley Labs open source version, BLCR. The library contains the
necessary functions to create an image of the running process and store its state during
a checkpoint, as well as to restore that image during a restart (“CP/R.s0”).

The final component is the “Checkpoint/Restart” client (“cpr_client ”). This is the
component that actually requests from Scali MPI Connect that a checkpoint be taken. We
envisage that, in production, this will usually reside in the workload management facility,
and we will in the future provide integration with the most popular workload management
products.

5.2 The Checkpoint Process
The checkpoint process will be initiated and controlled by the “cpr_client”, and it is
performed in three stages, namely:

1. The “Drainage” stage.

2. The “FDS closing” stage.

3. The “Checkpoint & Continue” stage.

These stages are described below.

5.2.1 The “Drainage” Stage

This stage comprises the initial preparation phase for the checkpoint, and it is a process
of “draining” the MPI fabric from ongoing messages. The illustration below depicts this
stage:



Figure 3: The “Drainage” stage illustrated.

The stage is initiated upon a request issued from the “cpr_client”. This request informs
mpimon that a checkpoint will start and therefore all ongoing communication must be
halted and the existing MPI fabric “drained” of messages.

At the end of this stage (i.e., when “mpimon” reports back to the “cpr_client”) there will be
no outstanding messages in the MPI fabric and no running processes will be allowed to
issue new MPI messages. The CLI command (in the provided CLI-based “cpr_client”) to
request the execution of the “Drainage” stage is as follows:

mpicprclient <jobid> drain
where: <jobid> is the ID of the running job given in UUID format.

5.2.2 The “FDS Closing” Stage

This stage is the final preparation phase for the checkpoint, and in it the entire “MPI
fabric” established over the available HPC Interconnect will be stopped and closed down.
The illustration below depicts this stage:




Figure 4: The “FDS Closing” stage illustrated.

The stage is also initiated through a request coming from the “cpr_client”. This request
instructs mpimon to close down the current MPI fabric established upon the available
HPC Interconnect environment.

When the stage is complete (i.e., when “mpimon” reports back to the “cpr_client”) there
will be no open MPI fabric connecting the running processes, and each running process
will be effectively a stand-alone process, whose image can be checkpointed on an
individual basis.

The CLI command (in the provided CLI-based “cpr_client”) to request the execution of
the “FDS Closing” stage is as follows:

mpicprclient <jobid> close
where: <jobid> is the ID of the running job given in UUID format.

5.2.3 The “Checkpoint & Continue” Stage

This is the final stage and it is when the checkpoint actually happens. Having prepared
the environment through the drainage and closing down of the MPI fabric, each individual
process can now undergo a checkpoint. The figure below illustrates this stage:




Figure 5: The “Checkpoint & Continue” stage illustrated.

As always, the stage is initiated through a request from “cpr_client”. The components
from Scali MPI Connect will then invoke the necessary functions in “CP/R.s0” to perform
the checkpoint (i.e., save the state of all running processes onto disks).

When the processes report back after having saved their state through a checkpoint,
Scali MPI Connect will re-establish and re-open the MPI fabric over the HPC
Interconnect and the processes will continue their work. The checkpoint is complete.

The CLI command (in the provided CLI-based “cpr_client”) to request the execution of
the “Checkpoint & Continue” stage is as follows:

mpicprclient <jobid> checkpoint
where: <jobid> is the ID of the running job given in UUID format.

5.3 Complete Recipe for Running an Application with Checkpoint/Restart

Here’'s an example of how to execute an MPIl-based parallel application with
Checkpoint/Restart enabled, and how to execute checkpoints.

5.3.1 Syntax Recipe

Starting the application:
mpimoncpr [-jobid <jobid>] [<other mpimon options>]
<application> [<application options>] -- <hostlist>

Performing a complete checkpoint cycle:
mpicprclient <jobid> drain




5.3.2

5.3.3

mpicprclient <jobid> close
mpicprclient <jobid> checkpoint

Example:

[headnode]# mpimoncpr -jobid 564d3aa0-642e-6a5c-1147-

393el13bleeff -networks gm0 ./myapp -- n[1-4]

[headnode]# mpicprclient 564d3aa0-642e-6a5c¢c-1147-393e13bleeff drain
[headnode]# mpicprclient 564d3aa0-642e-6a5c-1147-393e13bleeff close
[headnode]# mpicprclient 564d3aa0-642e-6a5c-1147-393e13bleeff checkpoint

Observations:

The jobid parameter is to be specified in UUID format. If omitted, a jobid will be
automatically generated.

For additional “mpimon” options (to be used with mpimoncpr) please consult the
Scali MPI Connect user guide.

It is possible to execute the entire checkpoint (i.e., all three stages) with one
command, by omitting the optional “[drain|close|checkpoint]” parameters. In other
words, by using simply “mpicprclient <jobid>".

5.4 Restarting a Check-pointed Application after a Crash

When an MPI-based parallel application terminates abnormally while running under Scali
MPI1 Connect with Checkpoint/Restart enabled it will be possible to restart the application
from the state saved at the last executed checkpoint.

The restart command is:

mpimoncpr -restart <jobid> -- <hostlist>

In the checkpoint example given on page 9, if the job depicted therein should be
restarted, the command would then be:

[headnode]# mpimoncpr -restart 564d3aa0-642e-6a5c-1147-393el13bleeff -- n[1-4]



6 Network subsystem

Given the cluster environment, the HPC4U project wants to be able to execute on the same cluster several
applications needing different quality of service attributes and to migrate them in case of failures affecting the
cluster resources. In terms of network needs, this means that the network subsystem must provide:

Network failover is a separated licensed feature of Scali MPI Connect (SMC) called SMC/HA. SMC/HA
provides a level of interconnect redundancy for MPI-based jobs, in clusters where two physical
interconnects between nodes are available — one high-speed RDMA based device, and one with a
socket-interface (typically Ethernet, referred to as the serial device). When running in failover mode,
runtime failures on the high-speed device will be detected and communication will failover and
continue using the serial device instead.

This feature is particularly important when running an application over a long period of time, where it is
beneficial to continue running, even with slower communication between some of the nodes, rather
than restarting the entire application.

Traditionally, SMC has been designed to provide best-in-class performance. Both related to latency
and bandwidth, a large effort, innovative design, and clever algorithms has been used to reach the
goal. In order to implement transparent network failover, most of the state-machines related to sending
and receiving messages had to be modified to achieve an important property: All MPI messages to be
sent had to be safely kept (or sometimes copied) in the scope of the MPI library, until proper reception
by the receiver was notified.

This is not very dramatic different from a traditional transport protocol, but as stated above, the original
implementation of SMC focused solely on performance and assumed a 100% reliable interconnect.
Hence, complicated state-machines and algorithms had to be implemented.

Another important criteria was performance; running with failover capability should not reduce
performance of applications with more than a few percentage points. This goal was achieved, as
documented by the following anecdotical evidence:

A large airplane manufacturer on the North-West coast of USA purchased Scali MPI
Connect/HA for use on Myrinet. They ran a commercial CPD application (“CFD++"). In their
acceptance criteria, it was stated that the application should run faster with SMC/HA as
compared to Myricom’s native MPI implementation (which do not have failover capability).
SMC/HA was accepted.

There are two situations which triggers a failover from an RDMA device (currently Myrinet or
Infiniband) to socket-based communication; that is a failure returned from the provider library of the
interconnect or lack-of-progress within a given time-period. In other words, if for example the Infiniband
library return an error indication on an RDMA transfer, SMC/HA will fail over. The affected point-to-
point connection will be re-established using socket communication, and the affected MPI messages
will be resent over the new socket. If more point-to-point connections are affected, the same will
happen.

The other scenario handled by SMC/HA is a silent error, such as the interconnect being unable to
detect an error situation. In this case, SMC/HA will time-out, due to lack of progress, and failover will
be initiated. The timeout can be changed by the end-user.

The failover is illustrated in the following figure:




Figure 1: Network fail-over illustrated: the communication between the third and fourth
servers portrayed in the figure is re-established using the legacy (usually Ethernet)
device when the Exotic device (e.g., Infiniband, Myrinet, etc.) device fails.

6.2 Dolphin Express SCI Networking Technology

Dolphin Express is an integrated architecture for delivering industry leading database
cluster application response time and throughput supporting standard cluster
applications running over Berkeley Sockets. Examples of applications and solutions
that highly will benefit from this are MPI libraries, Cluster filesystems, Oracle RAC
and My SQL database applications. The layered Dolphin Express architecture allows
for continual enhancement at the hardware level taking advantage of technology
improvements over time while protecting application investment at the software layer.

The Dolphin Express software, called SuperSockets, provides a fast and transparent
way for applications using Berkeley sockets - TCP/UDP/IP to use Dolphin Express
hardware as the transport medium. Dolphin Express hardware leverages the industry
move to PCI Express and consists of super low latency interconnect modules that
plug into standard PCI Express slots in standard servers supporting cost effective
clusters form 2 to 100’s of database nodes.

The major benefits are plug and play, high bandwidth and much lower socket latency
than network technologies like Ethernet, Infiniband and Myrinet.

Dolphin SuperSockets uses Dolphin Express Hardware remote memory access to
implement a fast and reliable connection.

Performance
The figure below shows the SuperSocket latency running a socket ping point

benchmark utility. 1 byte socket send - socket receive is completed in 2.26us (Full
round-trip in 4.52us).




Socket Throughput

Benchmarks using netperf shows more than 625 MegaBytes/s sustained (5005
megabit/s) throughput using standard TCP_STREAM sockets over one single D350
adapter card.

6.2.1 Dolphin Express fail over capabilities

Many customers that depends on high availability networking will normally install two
separate networks and/or require a network that avoids the single point of failure
problem (single failure prevents communication between nodes). The purpose of the
implemented functionality is to overcome, hide or minimize the impact of network
failures from the applications, but still enable the RMS system to properly detect the
impact of the failure and to handle the failures at a higher level if needed (by doing a
full checkpoint and restart on another node / cluster). The following features were
chosen to properly address these issues in the HPC4U project:

Fail-over between redundant networks

This feature enables customers that have installed redundant networks to benefit
from continued operation even if one of the networks is failing. Traditionally this kind
of fail-over had to be performed by the application itself. The solution chosen by the
HPCA4U project makes the fail-over transparent to the application point of view as well
as it enables transparent channel bonding as long as both networks are operational.

Fail-over to alternative IP network

Most customers that installs a high speed network like SCI will normally also have a
traditional IP network installed. For the benefit of customers that only have one single
SCI network installed, a solution for transparent fail over to the regular IP network
has been implemented (as well as a fall back to SCI when SCI becomes available



again). The solution is transparent to the application both for TCP and UDP packets.
This fail over will significantly hurt the performance since the high speed network is
not available but will enable the application to continue until the problem is fixed. The
problem is reported and it is up to the RMS system to determine if the reduced
performance is enough to fulfil the SLA requirements or not.

Fast and multiple fail-over in single SCI network

The 2D and 3D SCI networks contain multiple paths between endpoints and it can be
rerouted to avoid failing components (nodes or cables). Dolphin has in the HPC4U
projected significantly enhanced this software by reducing the time needed to handle
a network failure down to less than a second (independent of number of nodes in the
cluster) and added support for multiple network failures. The new software will quickly
re-establish full connectivity between all nodes in the cluster as long as there is an
operational physical connection. As far as we know, there are no other commercial
interconnect product that offers this kind of network redundancy within a single fabric.



7 conclusion and future work

In this paper we presented how the checkpointing solution built with IBM, Scali and Dolphin product answers to
the HPC4U requirements; the failure handling at the application level and the job migration out of the cluster were
detailed. The current version of the HPC4U system is able to provide fault tolerance to single node and parallel
applications. Single-node applications as well as multi-node ones running on Linux can be executed and fault
tolerant features enabled; RMS will then orchestrate the mechanisms of the subsystems to provide the requested
level of fault tolerance.

The work done during the project raised several research subjects that worth to approach in the future. IBM will
continue to study enhancements at the checkpoint level using Linux virtualization capabilities, working with the
Linux community to make the underlying technological capabilities integrated in the mainline Linux kernel.

HPC4U system aims to be able to migrate an application outside the local cluster in case of failure, which means
application migration in the Grid.

Integration of other MPI libraries (such as IBM POE or OpenMPI) and interconnect types (such as Infiniband) is
also envisaged. Moreover, large scale architecture will be addressed in future versions of MetaCluster, including
on other OS (such as AlX).

As the development of the RMS for the SLA-enabled Grid is continued in another project after HPC4U, IBM
makes MetaCluster HPC available for further research & Development to the relevant partners.
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